
Cosmology – Linear Perturbation Theory

Linear Perturbation Theory

In class, we’ve discussed the reality that on modest scales (“modest” in this case, meaning scales less than a
few hundred megaparsecs), the universe is not homoegeneous. Rather, it is filled with density perturbations,
which we quantify in terms of an overdensity parameter, δ:

ρ(~x) = ρ[1 + δ(~x, t)]

or, equivalently:

δ =
ρ− ρ
ρ

(1)

where δ is known as the “overdensity.”

The inflationary model gave us some sense of how initial perturbations might have been seeded in the universe,
but up to now, we’ve had very little idea of how those perturbations might grow and evolve, culminating in
clusters and voids on large scales, and stars and planets on the small end. We’ll remedy that oversight now.

When the perturbations are large, cosmologists rely on numerical simulations wherein clumps of dark matter
are treated as a point in a gravity simulation. On the other hand, when perturbations are small:

|δ| � 1

we will be able to develop analytic solutions to the evolution of our density fields. But first, we need a quick
review of some classical fluid mechanics.

1 The Jeans Equations

1.1 Phase Space

Suppose you have a bunch of particles (they could be stars, dark matter clumps, atoms, whatever) flying
around in one-dimension. At any moment, we can take a snapshot of the particles. Each one has a position,
x, and a momentum, p. We may even plot that snapshot into a 2-dimensional phase-space diagram, as I
do for the Simple Harmonic Oscillator in Figure 1.

Figure 1: The phase space trajectory of a particle in a simple Harmonic Oscillator. Note that it’s periodic.
The scaling is deliberately omitted.

At any moment, the particle’s position and momentum uniquely define the position and momentum in the
next moment. Starting with a group of identical harmonic systems in slightly different initial conditions, we
can see how the entire system evolves through phase space (Figure 2).

Linear Perturbation Theory– 1



1.2 Lioiuville’s Theorem Cosmology – Linear Perturbation Theory

Figure 2: The phase coordinates of a group of Harmonic Oscillators in one-d. Blue points indicate oscillators
at some early time, and green indicate oscillators at later times.

1.2 Lioiuville’s Theorem

In practice, we don’t generally want to keep track of every single particle. Instead, we are almost always
more interested in takin an average of the particles in phase space. We define a phase space density,
f(x, p) such that: ∫

dx dp f(x, p) = Number of Particles (2)

That’s in 1-dimension. In three spatial dimensions, phase space becomes six-dimensional. For now, we’ll
focus on a simple 1-d system.

Consider 4 particles defining a small volume of phase space. One is dropped from a position y with a
momentum p, another with (y + dy, p), (y, p + dp),(y + dy, p + dp). This little box has a volume of dy dp.
Now, consider what happens when we let those particles fly (Figure 3).

The volume after an arbitrary amount of time is still dydp. This can be generalized a bit. Imagine, for
instance, that we have a great many particles that are clustered into a phase-space volume. Even if the
boundary gets warped and stretched, the volume that it describes will remain fixed over time. This is known
as Liouville’s Theorem.

We begin by imagining a cloud of particles with a “position” in phase space space given by ~z = {qi, pi}, and
a “velocity” given by:

~̇z = {q̇i, ṗi} =

{
∂H
∂pi

,−∂H
∂qi

}
For the rest of this, we’ll confine ourselves to a 1-d system (and subsequently, 2 dimensions in phase space).
The trick is that you’ll need to think of this “space” in exactly the same way you would an outline or a
boundary in ordinary 3-d space. Mathematically, they’re identical.

Consider a simple relationship for the volume of some boundary. In general, if the outgoing diraction at
a boundary point is labeled as n̂ on the surface then the change in volume with respect to time may be
written:

V̇ =

∫
S

n̂ · ~vdA . (3)
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Figure 3: The phase-space evolution of a collection of particles in a constant acceleration fields.

Consider this in the context of the divergence theorem:∫
S

n̂ · ~vdA =

∫
∇ · ~vdV (4)

for any closed surface (in any number of dimensions), and for any vector field, ~v, which may be combined
with equation (3) to yield:

V̇ =

∫
∇ · ~vdV

or, writing it out explicitly:

∇ · ~v =
∑
n

∂vi
∂xi

The “velocity” in phase space can be written in terms of Hamilton’s equations:

q̇ =
∂H
∂p

ṗ = −∂H
∂q

so:

∂q̇

∂q
=

∂∂H
∂p∂q

∂ṗ

∂p
= − ∂∂H

∂p∂q

The exactly cancel!

Thus:
V̇phase space = 0 . (5)

This is the crucial result of Liouville’s theorem. The density of a blob of fluid in phase space doesn’t change.
It simply changes coordinates.
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The concept of a phase space volume is especially important in quantum mechanics. As we’ve seen, if we
have a 1-d system then the phase space volume can be given by:

∆x∆p

Quantum mechanics requires that a maximum of 1 particle of any particular type and spin (technically, it’s
particles like electrons and protons – fermions) can be found within a phase space volume of:

∆x∆p ≥ ~
2

This is the so-called Pauli Exclusion principle, though you may recognize a related concept which is the
Heisenberg Uncertainty Principle. In the former, fermions can’t be overly confined in phase space. In
the latter, there is a minimum volume of phase space which can be identified with any measure of certainty.

1.3 The Jeans Equations

Liouville’s Theorem can be written in a fairly nice way:

Df

Dt
= 0 (6)

where D is the total derivative, and can be expanded out as:

Df

Dt
=
∂f

∂t
+
∂f

∂xi

∂xi
∂t

+
∂f

∂vi

∂vi
∂t

,

where I’m doing an implicit sum over the 3 spatial dimensions. The phase space density can vary at any
particular point in phase space, because blobs of constant density can flow in and out. The relationship can
be written as:

ḟ +∇f · ~v − ∂f

∂vi

∂Φ

∂xi
= 0 (7)

where ~a = −∇Φ is the relation between gravitational acceleration and potential. This is known as the
collisionless Boltzmann Equation. This is a complete description of a conservative fluid, from which we
can compute other nice properties. For instance, the density:

ρ(~x, t) =

∫
d3~pf(~x, ~p, t) . (8)

We can learn a lot by integrating over the momentum dimensions in phase space:∫
d3pḟ = ρ̇∫

d3p∇f · ~v = ∇
∫
d3pf~v

= ∇ · (ρ~v)∫
d3p

∂f

∂vi

∂Φ

∂xi
= −

∫
d3pf

∂2Φ

∂vi∂xi
+ f

∂Φ

∂xi

∣∣∣∣∞
−∞

= 0

Combining all of these, we get:

ρ̇+∇ · (ρ~v) = 0 (9)

which is known as the continuity equation.
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We can similarly integrate the collisionless Boltzmann equation by
∫
vjd

3p. The results are similar, but with
added contribution: ∫

fvivjd
3p = P

under the assumption, 〈~v〉 = 0, and that there is no anisotropic stress. This quickly simplifies to:

ρ~̇v + ~v · ∇ · (ρ~v) = −∇P − ρ∇Φ (10)

which is the fluid version of Newton’s Law. Combined, they are known as Euler Equations.

2 Linearizing the Euler Equations

Euler equations are tough to solve in generality. However, we may solve in the specific case in which
perturbations are small:

δ2 ' δ~v ' ~v2 ' δΦ ' 0 .

So, for instance:

ρ̇ =
∂

∂t
[ρ(1 + δ)]

= ρδ̇

and

∇ · (ρ~v) = ∇ · [ρ(1 + δ)~v]

= ρ [∇ · (δ~v) +∇ · ~v]

' ρ∇ · ~v

where the last line comes from dropping small quadratic terms. Thus, the linearized contuity equation
becomes:

δ̇ +∇ · ~v = 0 (11)

Clearly, this only works for small perturbations and for bulk velocities far, far less than the speed of light.

The momentum conservation equation becomes:

~̇v = −c2s∇δ −∇Φ (12)

Note that the second term in the momentum conservation equation goes away entirely since it’s necessarily
second order.

I also used the relation:
∂P

∂ρ
= c2s

a relation no doubt familiar to you all. Incidentally, it should be clear to you that for a uniform medium,
c2s ' wc2 (though not exactly). We will leave in the term c2s for now, recognizing that for a photon gas, for
example, c2s = 1

3c
2.

This expression further simplifies to:
~̇v = −c2s∇δ −∇Φ

We begin by taking the time derivative of the simplified mass continuity equation:

δ̈ +∇ · ~̇v = 0

Linear Perturbation Theory– 5



Cosmology – Linear Perturbation Theory

and the divergence of the momentum conservation equation:

∇ · ~̇v = −c2s∇2δ −∇2Φ

Oh, thank goodness! I had no idea what to do with Φ, but I do now! Clearly:

∇2Φ = 4πGρδ

and thus, the two equations may be combined as:

δ̈ − c2s∇2δ − 4πGρδ = 0 (13)

We can totally solve this differential equation. It’s linear in δ, and second order in both time and space. The
solutions (and it’s homogeneous) are clearly of the form:

δ(~x, t) = δke
i(~k·~x−ωt) . (14)

This is the first of many reasons that it makes sense to decompose into Fourier components. Plug this into
the linearized Euler equation (13) yields the dispersion relation:

−ω2 + c2sk
2 − 4πGρ = 0

or
ω = ±

√
c2sk

2 − 4πGρ

This clearly only has a real solution if:

kJ ≥

√
4πGρ

c2s

which is known as the Jean’s wavenumber. Equivalently if the “wave” has a wavelength less than:

λ ≤ λJ =
2π

kJ

Then it is clear that the wave will oscillate back and forth. What happens if the wavelength is longer?

Well, in the case where the wavelength is much longer, it is clear that the k term becomes unimportant, and
we end up with the solutions:

ω = i/τ = ±i
√

4πGρ

δ(t) = Ae−t/τ +Bet/τ

The decaying mode will go away quickly leading to linear growth, which is independent of scale.

3 Growth in an expanding universe

How does all of this change if we switch to an expanding universe? Well, first off, there is one difference we
will have to hold off discussing for a little bit: our expanding universe has a horizon. In other words, the
Newtonian gravitational analysis we are about to do clearly can’t work correctly on scales larger than the
horizon.

But for the moment, we’ll deal with scales smaller than the horizon. There are some additional complications,
including the fact that ρ is not a constant with respect to time. Thus, the continuity equation becomes:

δ̇ +∇x · ~u (15)

where

u ≡ dx

dt
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and

∇x ≡
∇
a

deals with treating our system in comoving coordinates.

In general, we want to describe velocities in terms of a comoving velocity. Starting with:

~r = a~x

and taking the second derivative yields:
~̇v = ä~x+ 2ȧ~̇x+ a~̈x

This first term really is the “zeroth order” term in our expansion, and thus, we don’t care about it. However,
the latter two terms enter our continuity equation, which becomes:

ρ~v = −ρc2s∇δ − ρ∇Φ

a~̇u+ 2ȧ~u = −c2s
1

a
∇xδ −∇Φ

Again taking the divergence (physical distance divergence) of the momentum continuity equation (Euler
Equation), we get:

∇x · ~̇u+ 2H∇x · ~u = −c2s
1

a2
∇2
xδ −∇2Φ

∇x · ~̇u+ 2H∇x · ~u = −c2s
1

a2
∇2
xδ − 4πGρδ

∇x · ~̇u+ 2H∇x · ~u = −c2s
1

a2
∇2
xδ −

3

2
Ω(a)H2δ

Now, there is one consideration to keep in mind at this point. These equations are linear in δ, and while
H is a function of the total mean density field (radiation+CDM+baryons+neutrinos, etc) all density terms
explicitly in the equations (e.g. Ω) represent ONLY components directly coupled together. Thus, if we are
considering CDM in the radiation dominated epoch, the Ω will be very small.

So now, combining the continuity and Euler Equation, we get:

δ̈ + 2Hδ̇ = c2s
1

a2
∇2
xδ +

3

2
Ω(a)H2δ (16)

4 Perturbations at various epochs

The “primordial” perturbations in the universe will originate from around a time when various particles
decouple from the photon fluid. For Dark Matter, this presumably occurred around the GUT epoch, and
our clock can begin following inflation. In reality, we don’t need to worry about this too much. The horizon
size at that time (in comoving coordinates) was very small, much, much smaller than nonlinear structures
today, and thus aren’t of tremendous interest in this discussion. The point is that for the forgoing discussion
we may treat the universe as consisting of only radiation, CDM, baryons, neutrinos, and Λ. In fact, we’ll
find that even Λ and neutrinos can be generall ignored.

So, what’s special about the CDM fluid? Well, for one thing, it’s as close to pressureless as you can get.

CDM: Radiation Dominated Epoch, inside the horizon

Prior to equality, the Hubble constant is simply:

H =
1

2t
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Moreover, at that time, ΩCDM ' 0, so our entire differential equation looks like:

δ̈ +
δ

t
' 0

This has two solutions:
δ(t) = A+B ln t

Typically, we will use the expression D(z) to represent the growth factor. Now, logarithmic growth is slow...
very slow, thus we say that matter perturbations are more or less fixed at this time.

Thus, we say:
D(a < aeq)CDM ' 1 (17)

CDM: Matter Dominated Epoch, inside the horizon

When matter dominates, however, it’s a whole different ballgame. While we can (and will) introduce a
more general expression for the growth parameter to include, for example, a cosmological constant, as you
well know, for most of the history of the matter-dominated universe, we can approximate the dynamics as
Einstein-deSitter.

Such a universe, as you know, has a Hubble constant:

H =
2

3t

Thus:

δ̈ +
4

3t
δ̇ =

2

3t2
δ

Solving with the polynomial D ∝ tn, we find two solutions: n = −1, and n = 2/3. Clearly, any perturbations
with the decaying mode will damp away and we won’t observe them. Thus, we say:

D(a > aeq)CDM ' a (18)

All Fluids, outside the horizon

I’ve made a big deal about the distinction between perturbations within the horizon and those outside the
horizon. Now, so long as perturbations are larger than the horizon size at any given epoch, gravitational
(or other) information cannot reach from one peak to the next, and thus, your intuition might be that such
structure will be a constant. This is good intuition... in the “Newtonian Gauge.” (For those of you taking
the GR reading course, the Newtonian Gauge is the diagonal metric we derived for small perturbations).

One of our chief goals in describing the universe is to have a fixed clock for all freely falling observers in
the universe, a requirement not satisfied by the Newtonian Gauge. Thus, we use “Synchronous Gauge”
(the synchronicity of which is that all freely falling observers have the same clock). However, because the
time-like component of the metric is independent of perturbations, it is clear that the space-like component
will evolve with time. Thus, while particles don’t “move” on scales larger than the horizon, the volume
element decreases with time, and thus, the density goes up.

Since the effect is one of changing geometry not of dynamics, all types of perturbations grow at the same
rate, dependent only upon the Hubble Constant (and its derivatives). Simply put, outside the horizon:

D(a < aeq; r > rhor) = a2 (19)

and
D(a > aeq; r < rhor) = a (20)

Interestingly, during the matter-dominated universe structure outside the horizon grows at the same rate as
structure within the horizon.

Linear Perturbation Theory– 8



Cosmology – Linear Perturbation Theory

Radiation+Baryons: Prior to Recombination, inside the horizon

Prior to recombination, Radiation was strongly coupled to the baryon field via Thomson scattering. It would
be well-advised to consider the case of perturbations well before equality and well before recombination. As
such a time, c3s = 1/3c2 (as I’m sure you know) for a fully relativistic fluid, since:

c2s =
∂P

∂ρ

though for now, we’re going to leave in cs explicitly. Of course in the extreme limit, we have Ωrel = 1.

Furthermore, it is clear that the pressure term will dominate well within the horizon since the sound speed is
comparable to the speed of light (do the comparison yourself if you don’t believe me). Thus, the radiation-
baryon fluid can be approximated as:

δ̈ + 2Hδ̇ +
c2sk

2

a2
δ = 0

Now in order to get an approximate solution, we can say that the oscillation frequency is much faster than
the changes in a or H, and thus, we will find a solution of the form:

δ(k, t) = δ0 exp(iωt)

This clearly yields the equation:

−ω2 + i2Hω +
c2sk

2

a2
= 0

which has the solution:

ωr =

√
c2sk

2

a2
−H2

as well as a small Hubble damping term:
ωi = H

So without looking at too many details, consider a wave, which at t = 0 is a standing wave, which is then left
to oscillate according to the frequency above. Now, for simplicity, we can take cs = c/sqrt3 to be a constant,
though in reality, we have to reckon with the fact that the waves slow down as they approach equality. Now,
such a wave will have a phase:

δ(k, t) = δ(k)0 cos(φ)

where

φ(k) =

∫ t

0

ωr(t)dt

Again, we can take the simple case excluding the Hubble term, and we get:

φ(k) ' cskarec

H0

√
Ωrad

On very small scales (large k) this will be a good approximation provided that cs is roughly a constant over
the whole oscillation period.
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